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Deep Learning and GPUs 
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Medical Imaging CAD 
 

U.S. #1 and Next-gen Supercomputers 

DGX-1: World’s 1st Deep Learning Supercomputer 100M PC Gamers 

In-Car 

Styling 

NVIDIA 
Pioneered GPU Computing | Founded 1993 | $5B | 9,000 Employees 
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GPU Computing 

NVIDIA 
Computing for the Most Demanding Users 

Computing Human Imagination 

Computing Human Intelligence 
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DEEP LEARNING EVERYWHERE 

INTERNET & CLOUD 
 

Image Classification 
Speech Recognition 

Language Translation 
Language Processing 
Sentiment Analysis 
Recommendation 

MEDIA & ENTERTAINMENT 

 
Video Captioning 

Video Search 
Real Time Translation 

AUTONOMOUS MACHINES 
 

Pedestrian Detection 
Lane Tracking 

Recognize Traffic Sign 

SECURITY & DEFENSE 
 

 Face Detection 
Video Surveillance 
Satellite Imagery 

MEDICINE & BIOLOGY 
 

Cancer Cell Detection 
Diabetic Grading 
Drug Discovery 
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Machine Learning 

Neural Networks 

Deep  

Learning 

Machine learning is the 
subfield of computer 

science that gives 
computers the ability to 

learn without being 
explicitly programmed 
(Arthur Samuel, 1959). 

An artificial neural 
network (ANN) 

learning 
algorithm, usually 

called "neural 
network" (NN), is a 
learning algorithm 
that is inspired by 
the structure and 
functional aspects 

of biological 
neural networks.  

Deep learning […] 
consists of multiple 
hidden layers in an 

artificial neural network 

from https://en.wikipedia.org/wiki/Machine_learning  

https://en.wikipedia.org/wiki/Machine_learning
https://en.wikipedia.org/wiki/Machine_learning
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Artificial Neural Network 
A collection of simple, trainable mathematical units that collectively 
learn complex functions 

 

Input layer Output layer 

Hidden layers 

Given sufficient training data an artificial neural network can approximate very complex 
functions mapping raw data to output decisions  
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Artificial Neuron 
Mathematical Unit 

From Stanford cs231n lecture notes  

Biological neuron 

w1 w2 w3 

x1 x2 x3 

y 

y=F(w1x1+w2x2+w3x3) 

Artificial neuron 
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Object recognition 
The Deep Learning Approach 

LABELLED 
TRAINING 

DATA 

DEEP NEURAL 
NETWORK 
“MODEL” 

OBJECT CLASS 
PREDICTIONS 
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Deep Neural Network (DNN) 

Input Result 

Application components: 
 
Task objective 
 e.g. Identify face 
Training data 
 10-100M images 
Network architecture 
 ~10s-100s of layers 
 1B parameters 
Learning algorithm 
 ~30 Exaflops 
 1-30 GPU days 

Raw data Low-level features Mid-level features High-level features 
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Deep Learning Benefits 

▪ Robust 

▪ No need to design the features ahead of time – features are automatically learned to 
be optimal for the task at hand 

▪ Robustness to natural variations in the data is automatically learned 

▪ Generalizable 

▪ The same neural net approach can be used for many different applications and data 
types 

▪ Scalable 

▪ Performance improves with more data, method is massively parallelizable 
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Deep Learning Approach 

Deploy: 

Dog 

Cat 

Honey badger 

Errors 

Dog 

Cat 

Raccoon 

Dog 

Train: 

DNN 

DNN 
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THE BIG BANG IN MACHINE LEARNING 

“ Google’s AI engine also reflects how the world of computer hardware is changing. (It) 
depends on machines equipped with GPUs… And it depends on these chips more 
than the larger tech universe realizes.” 

 
                                                                                       

DNN GPU BIG DATA 
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ACCELERATING 
INSIGHTS 

GOOGLE DATACENTER 

1,000 CPU Servers  
2,000 CPUs • 16,000 cores 

600 kWatts 

$5,000,000 

STANFORD AI LAB 

3 GPU-Accelerated Servers  
12 GPUs • 18,432 cores 

4 kWatts 

$33,000 

Now You Can Build Google’s  

$1M Artificial Brain on the Cheap 

“ “ 

Deep learning with COTS HPC systems, A. Coates, B. Huval, T. Wang, D. Wu, A. Ng, B. Catanzaro  ICML 2013 

ACCELERATING 
INSIGHTS 
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Three main kinds of networks 

DNN – all fully connected layers 

CNN – some convolutional layers 

RNN – recurrent neural network, LSTM 
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Convolutional Networks breakthrough 

 

 

 

Y. LeCun et al. 1989-1998 : Handwritten digit reading 

A. Krizhevsky, G. Hinton et al.  2012 : Imagenet classification winner 
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Convolution 

kernel  

New pixel value 

(destination 

pixel) 

Center element of the kernel is 

placed over the source pixel. 

The source pixel is then 

replaced with a weighted sum 

of itself and nearby pixels. 

Convolution 
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CNN 
Requires convolution and M x V 

Multiply limited – even without batching. 



18  

CNNs: Stacked Repeating Triplets 

Convolution 
Max-Pooling 

(block-wise max) 

Activation (point-

wise ReLU) 

OverFeat Network, 2014 
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Need for Speed 
Progress in DNN research depends on compute 

Lavin & Gray, “Fast Algorithms for Convolutional Neural Networks”, 2015 
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Why are GPUs good for deep learning? 

GPUs deliver -- 

prediction accuracy 

faster results 

smaller footprint 

lower power 

 

Neural Networks GPUs 

Inherently 

Parallel   
Matrix 

Operations   

FLOPS   
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NVIDIA cuDNN 
Accelerating Deep Learning 

developer.nvidia.com/cudnn 

High performance building blocks for deep learning 
frameworks 

 Drop-in acceleration for widely used deep learning 
frameworks such as Caffe, CNTK, Tensorflow, Theano,  
Torch and others 

 Accelerates industry vetted deep learning algorithms, such  
as convolutions, LSTM, fully connected, and pooling layers 

 Fast deep learning training performance tuned for NVIDIA 
GPUs 

 

Deep Learning Training Performance 

Caffe AlexNet 
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cuDNN4 
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cuDNN5 
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“ NVIDIA has improved the speed of cuDNN 

with each release while extending the 

interface to more operations and devices  

at the same time.” 

 — Evan Shelhamer, Lead Caffe Developer, UC Berkeley 

AlexNet training throughput on CPU: 1x E5-2680v3 12 Core 2.5GHz.  
128GB System Memory, Ubuntu 14.04 
M40 bar: 8x M40 GPUs in a node, P100: 8x P100 NVLink-enabled  
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NVIDIA Deep Learning SDK 
High Performance GPU-Acceleration for Deep Learning 

COMPUTER VISION SPEECH AND AUDIO BEHAVIOR 

Object Detection Voice Recognition Translation 
Recommendation 

Engines 
Sentiment Analysis 

DEEP LEARNING 

cuDNN 

MATH LIBRARIES 

cuBLAS cuSPARSE 

MULTI-GPU 

NCCL 

cuFFT 

Mocha.jl 
 

Image Classification 

DEEP LEARNING  

SDK 

FRAMEWORKS 

APPLICATIONS 
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https://www.youtube.com/watch?v=fAZS4V2aolI  

https://www.youtube.com/watch?v=fAZS4V2aolI
https://www.youtube.com/watch?v=fAZS4V2aolI
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Deep learning for Segmentation 
Where are the objects of interest? 

Learning to Refine Object Segments 

Pedro O. Pinheiro and Tsung-Yi Lin and Ronan Collobert and Piotr Dollár 
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Deep learning for Segmentation 
Where are the objects of interest? 

Learning to Refine Object Segments 

Pedro O. Pinheiro and Tsung-Yi Lin and Ronan Collobert and Piotr Dollár 

Golden Retriever  

450 kcal/doughnut 
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Deep learning for Image Captioning  
Combining CNNs with LSTMs – Neuraltalk2 

Deep Visual-Semantic Alignments for Generating Image Descriptions 

Andrej Karpathy, Li Fei-Fei 

A bowl of food on a table 

A dog lying on a bed with a cat 

A man and woman standing 
next to each other 

http://cs.stanford.edu/people/karpathy/cvpr2015.pdf
http://cs.stanford.edu/people/karpathy/cvpr2015.pdf
http://cs.stanford.edu/people/karpathy/cvpr2015.pdf
http://cs.stanford.edu/people/karpathy/
http://cs.stanford.edu/people/karpathy/
http://vision.stanford.edu/
http://vision.stanford.edu/
http://vision.stanford.edu/
http://vision.stanford.edu/
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Deep learning for Video Captioning 
Sequence-to-Sequence Video to Text 

A small animal is eating A dog is playing A man is riding horse 

Sequence-to-Sequence - Video to Text  

Subhashini Venugopalan, Marcus Rohrbach, Jeff Donahue, Raymond Mooney, Trevor Darrell, Kate Saenko 
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Automotive 

 

 

 

 

 

 

https://youtu.be/fmVWLr0X1Sk  

BB8 

https://youtu.be/fmVWLr0X1Sk
https://youtu.be/fmVWLr0X1Sk
https://youtu.be/fmVWLr0X1Sk
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Deep Learning Workflow 
A complete GPU-accelerated workflow 

MANAGE TRAIN DEPLOY 

DIGITS 

DATA CENTER AUTOMOTIVE 

TRAIN TEST 

MANAGE / AUGMENT 
EMBEDDED 

GPU INFERENCE ENGINE 

MODEL ZOO 
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GETTING STARTED WITH DEEP LEARNING 
http://developer.nvidia.com/deep-learning  

http://developer.nvidia.com/deep-learning
http://developer.nvidia.com/deep-learning
http://developer.nvidia.com/deep-learning



